
X. Tests for Means: Two Independent Samples

Scenario: You will have sample observations from both an experimental population

and from a control population. The observations will be appropriate for computing

means and standard deviations. Observations on each group have been taken only

once, after exposure to the experimental treatment.

√
For the Experimental Population you will have only sample data:

Parameters
(unknown)

Sample Estimates
(known)

mean µ1 x̄1
standard deviation σ1 s1

sample size — n1

√
For the Control Population you will have also have sample data:

Parameters
(unknown)

Sample Estimates
(known)

mean µ0 x̄0
standard deviation σ0 s0

sample size — n0

√
Research Objective: Determine if the observed relationship between the observed

means of the experimental and control samples is due to

• the experimental treatment; or

• random chance inherent in sampling.
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Solution Template

Step 1. Make a dictionary assigning values to each of the variables:

Experimental Sample Control Sample
sample size n1 n0

sample mean x̄1 x̄0
sample standard deviation s1 s0

significance level α — —

Step 2. Write down the null and alternative hypotheses. The null hypothesis will

always be:

H0 : µ1 = µ0

while the alternative hypothesis will be one of the following:

HA : µ1 < µ0 (a left tailed test)

HA : µ1 > µ0 (a right tailed test)

HA : µ1 6= µ0 (a two tailed test)

(The reason for the terms right, left and two tailed tests is given in step 5.)

Step 3. Compute the value of the test statistic:

x̄1 − x̄0√
s2
0
n0

+
s2
1
n1

In order to use this test statistic, we assume that bothn0 ≥ 30 and n1 ≥ 30. (If

this assumption fails, there are other test statistics which can be used provided that

the underlying experimental and control populations are normally distributed. We

will not discuss these in this course.)

Step 4. Find the cutoff(s) using the table in Appendix B.

• Find the significance level in the first column in the table.

• Determine which kind of test you are running from the alternative hypothesis;

find the corresponding column at the top of the table.
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• The entry in the intersection of the above row and column is the cutoff corre-

sponding to the test. If you are running a two tailed test, you will actually find two

cutoffs.

Step 5. Decision rules (it often helps to plot the cutoff(s) and the value of the test

statistic on a number line):

• First plot the cutoff(s) and the rejection region(s) on a number line.

◦ IfHA : µ1 > µ0: This is called a right-tailed test since the rejection region

is to the right of the cutoff.

0

>
Rejection Region

• Cutoff •

◦ If HA : µ1 < µ0: This is called a left-tailed test since the rejection region

is to the left of the cutoff. Don’t forget that the cutoff will be negative.

0

<
Rejection Region

• Cutoff •

◦ If HA : µ1 6= µ0: This is called a two-tailed test since there are two

rejection regions: one to the left of the negative cutoff and one to the right of

the positive cutoff.

0

<
Rejection Region

• >
Rejection Region

• Cutoffs •

• Plot the value of the test statistic on the number line. Reject the null hypothesis

if the value of the test statistic is in the rejection region. (For two tailed tests,

reject H0 if the test statistic falls in either of the two rejection regions.)

Of course, if you reject the null hypothesis then you accept the alternative hypothesis.

If you do NOT reject the null hypothesis then you accept the null hypothesis and reject

the alternative hypothesis.

End of Solution Template
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Interpretation: Hypothesis tests let you choose between accepting and rejecting

the null hypothesis. No matter which decision you make you have possibly made an

error. The following table shows exactly when those errors can occur.

H0 true HA true
accept H0 OK Type II error
reject H0 Type I error OK

If your decision is to reject the null hypothesis, then you have possibly made a Type

I error. The significance level α is the largest chance of Type I error which you

are willing to tolerate. The researcher is responsible for determining what this level

should be, but there are some generally accepted standards for what various levels of

α should mean:

α > 5% results are not statistically significant
1% < α ≤ 5% results are statistically significant

α ≤ 1% results are highly significant

While the researcher is free to assign any value toα, deviation from the above stan-

dards should be carefully justified.

If your decision is to accept the null hypothesis you have potentially made a Type

II error. This kind of error is not generally controlled in hypothesis testing. This is

because hypothesis tests are designed to be conservative: we believe that the experi-

mental treatment made no difference unless there is compelling evidence to the con-

trary. It also turns out to be much more difficult theoretically to compute the chances

of Type II error.

Hints on how to determine the alternative hypothesis. Which form HA

takes is determined by your research objective. You can often guess which form is

appropriate for HA by looking at the relationship suggested by the data: suppose

for example that x̄1 < x̄0. If HA were µ1 > µ0 there would be no reason to

run a complicated statistical test since the data do not even appear to support the

alternative. For this reason, if x̄1 < x̄0 then HA is probably µ1 < µ0. Similar

reasoning applies if x̄ > x̄0, suggestingHA is probably µ1 > µ0.

Generally hypothesis tests involve an experimental treatment. The researcher per-

forms the experiment because the researcher suspects that the treatment will increase
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or decrease the response measured by the mean. For this reason, in most cases the

researcher will use one-sided rather than two sided alternatives.

Assumptions. You must assume that bothn0 and n1 are at least 30.

Example. A randomly selected sample of 100 college students was randomly

divided into to two groups. The first group listened to thirty minutes of J.S. Bach’s

B Minor Mass while the second group was exposed to thirty minutes of silence. Indi-

viduals in each group were then given an IQ test. The following data were gathered:

Group I Group II
average IQ 118 109

standard deviation of IQs 13.2 12.9

Is this significant evidence (at theα = 3% level) that listening to J.S. Bach increases

IQ scores?

Solution.

Step 1. We first need to identify the parameters; this has essentially already been

done for us:

Group I Group II
sample size 50 50
average IQ 118 109

standard deviation of IQs 13.2 12.9
α = 3% — —

Step 2. Next write down the null and alternative hypotheses:

H0 : µ1 = µ0

HA : µ1 > µ0

We will believe that the experimental treatment (exposure to Bach) has no effect

unless the evidence to the contrary is overwhelming.
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Step 3. Next compute the test statistic:

test statistic =
x̄0 − x̄1√
s2
0
n0

+
s2
1
n1

=
118− 109√
13.22

50 + 12.92

50

=
9√

174.24
50

+ 166.41
50

=
9√

3.485 + 3.328

=
9

2.610
= 3.449

Thus the value of the test statistic is 3.449.

Step 4. The cutoff for a 3% right tailed test is 1.881 from the table in Appendix

B.

Step 5. To help make the decision whether or not to reject the null hypothesis,

first draw a number line and plot the cutoff from step 4.

0 1 2 3

• Cutoff •

Next find the rejection region.

0 1 2 3

>
Rejection Region

• Cutoff •

Finally, plot the value of the test statistic.

0 1 2 3

>
Rejection Region

◦•
Cutoff •

Test statistic ◦

Since the test statistic is to the right of the cutoff, we reject the null hypothesis and

accept the alternative hypothesis. Since we reject the null hypothesis, we believe that
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listening to this particular Bach mass increases IQ scores. The chance that this belief

is in error is no more than 3%.

Remark. Reexamining the second column of the table in Appendix B, we see that

we could have specified a significance level as low as 0.5% since the corresponding

cutoff (2.575) would have still resulted in rejecting the null hypothesis. This means

that 0.5% is a “threshold” value forα, found by comparing the actual value of the

test statistic with values in the table. This threshold thus contains more information

than just the “accept” or “reject” decision and is often reported as the “p” value of

the test.

Question 1. Is this evidence that listening to classical music results in a permanent

increase in IQ?

Question 2. What other uncontrolled factors might have led to the differences

observed above? How would you design an experiment to account for these factors?

Remark on small samples. If the sample sizes are less than 30 the above

methods still work but with some modification. One must use the table in Appendix

C and, under certain conditions, must also alter the form of the test statistic. These

modifications are discussed in your text in detail.

Problems

1. Suppose that you are given two samples, the first having mean 8.3 and standard deviation
1.11 and the second having mean 8.6 and standard deviation 1.36. Test the hypothesis
that the population from which the first sample is drawn has a smaller mean than the
population from which the second mean is drawn at the 4% significance level.

3. Suppose that you are given two samples, the first having mean 117 and standard deviation
21 and the second having mean 109 and standard deviation 22. Test the hypothesis
that the population from which the first sample is drawn has a larger mean than the
population from which the second mean is drawn at the 5% significance level.
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2. Suppose that you are given two samples, the first having mean 23 and standard deviation 4
and the second having mean 21 and standard deviation 5. Test the hypothesis that the
population from which the first sample is drawn has a larger mean than the population
from which the second mean is drawn at the 1% significance level.

4. Educational Testing Service is considering administering the GRE in a computer-based
format. GRE wishes to be sure that students taking the test in the new format are not
at a disadvantage. To test this, ETS randomly selects 221 volunteers and randomly
assigns them to the traditional and new formats. The 112 testees using the traditional
format scored an average of 508 with a standard deviation of 112. The 109 testees
using the new format scored an average of 492 with a standard deviation of 109. At
the 4% significance level, is there a difference in the two versions of the test?

5. A researcher wishes to find out if there is a difference in learning between large and small
sections. The researcher randomly selects 225 college freshmen and randomly assigns
them to two groups, one with 203 students and one with 22 students. Each class
recieves a one hour lecture on means and standard deviations. After the one hour
of instruction, a short examination is given. Students in the large group scored, on
average, 70 with a standard deviation of 17. The smaller class had an average score of
78 with a standard deviation of 18. Is there a significant difference (at the 1% level)
between the two classes?

Video Assignment.

View the following program(s) from the seriesAgainst All Odds:

Program Title
22 Comparing two means
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